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I build real-time safety, evaluation, and harm-reduction infrastructure for AI systems. Eighteen years shipping production software at
scale (Stripe, Twitter, Meta’s Community Integrity team), and I’m now co-founding a runtime safety layer for human/AI conversations.
I go deep in JavaScript and TypeScript, work comfortably across the LLM, RAG, and evaluation stack, and am as happy taking
ownership of an unfamiliar production system as building one from scratch.

EXPERIENCE

NOPE · Co-founder & Engineering Lead 2025 – Present
Runtime safety infrastructure for human/AI conversations.

Collective Intelligence Project · Founding Engineer 2024 – 2025
Infrastructure to make frontier-AI development more accountable.

The Guardian · Associate Engineering Manager 2022 – 2023

Independent ·Generative-AI R&D & Consulting 2019 – 2024

Meta (Facebook) · Senior Software Eng, Community Integrity 2017 – 2019

Twitter / TweetDeck · Front-End Engineer 2015 – 2016

Stripe · Software Engineer 2013 – 2015

EARLIER

CrowdJustice, Software Engineer (2017): built features for a legal-crowdfunding
platform in Python/Django and the Stripe API.  Earlier front-end / UX engineering at
AKQA, BBC, Nokia, Uxebu, and Lab49.

CORE SKILLS

LANGUAGES
JavaScript / TypeScript (expert), Node.js ·
Python, Ruby, PHP

AI & SAFETY
Real-time classification & moderation
pipelines · LLM orchestration & structured
extraction · RAG, embeddings & vector
search · evaluation & benchmark design ·
graph-based ML

PLATFORM
React / Next.js · accessible web ·
Postgres, Redis, Mongo, Neo4j · Nginx /
Linux · testing, CI & observability

OPEN SOURCE & WRIT ING

CLIN ICAL GROUNDING

BEYOND WORK

Architected a real-time, per-turn classification layer (12 signal axes, ~30 ms
single-pass) that sits between models and users and drives layered defences:
rewrite non-compliant output, route to crisis resources, escalate, block, and log for
audit.
Built an evaluation engine emitting audit-grade, per-message verdicts across 9
risk types, grounded in clinical frameworks (C-SSRS, HCR-20), plus asynchronous
behavioural review across 85 categories (sycophancy, dependency, boundary
failure).
Shipped an MIT-licensed open-weights classifier for on-prem deployment, plus a
live directory of 4,700+ crisis resources across 222 countries; built with SB 243,
the EU AI Act, and the UK Online Safety Act in mind.

Designed and built Weval (weval.org), an open AI-evaluation platform (1,000+
contributors) that lets domain experts author reproducible qualitative benchmarks:
safety, sycophancy, bias, crisis response, jailbreak resilience.
Engineered provider-agnostic evaluation pipelines: structured-output extraction,
scoring and aggregation, and public model-compliance dashboards.

Led the Developer Experience team through a period of technical pivoting, setting
direction, supporting the engineers, and coordinating across the wider department.

Advised private clients on generative AI and shipped a portfolio of LLM products
end to end: ParseTheBill (parliamentary-bill analysis), Pippy (disability-advocacy
assistant with a safety-filtering pipeline and RAG), Veri (fact-checking), and
GoodIndex (evidence-based ethics scoring across 40+ dimensions and 3,000+
cited sources).

Built metrics-informed UX at platform scale to reduce harm to users, and ran
the user and data research that fed those systems. This was the start of the trust-
and-safety thread that runs through all my later work.

Drove UI performance on TweetDeck’s real-time, multi-feed dashboard; taught
coding to underrepresented groups in STEM.

Joined as a sub-100 employee; launched payments in new European locales,
wrote the Node.js API bindings, and built customer-facing product UX.

Author of Clean Code in JavaScript
(Packt, 527 pp) and co-author of the
jQuery Cookbook (O’Reilly).

I wrote the original cron.js, the Node.js
cron package, now pulling ~3.6M
weekly downloads.

xmllm: a resilient structured-output
toolkit for any LLM, with streaming and
multi-provider support.

110k+ Stack Overflow reputation, and
OSS libraries with hundreds of stars
each (sonic.js,
findAndReplaceDOMText, operative).

Health-science study (Open University)
and pre-hospital / paramedic training
(St George’s, University of London).
Both feed straight into my crisis-safety
and harm-reduction work.

Lived experience of disability, LGBTQ+,
and neurodivergence, which shapes how
I think about harm, access, and safety.

Volunteering: CodeClub instructor · Red
Cross emergency response ·
engineering mentor.

Off the clock: photography, a small
jungle of houseplants, and Ducky, my
Italian greyhound / whippet cross, who
supervises all of it.
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